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Abstract—
The performance of heuristic search (such as A*) based
planners depends heavily on the quality of the heuristic
function used to focus the search. These algorithms
work fast and generate high-quality solutions, even
for high-dimensional problems, as long as they are
given a well-designed heuristic function. Consequently,
the research in developing an efficient planner for a
specific domain becomes the design of a good heuristic
function. However, for many domains, it is hard to
design a single heuristic function that captures all
the complexities of the problem. Furthermore, it is
hard to ensure that heuristics are admissible and
consistent, which is necessary for A* like searches
to provide guarantees on completeness and bounds
on suboptimality. In this paper, we develop a novel
heuristic search, called Multi-Heuristic A* (MHA*),
that takes in multiple, arbitrarily inadmissible heuristic
functions in addition to a single consistent heuristic,
and uses all of them simultaneously to search for
a complete and bounded suboptimal solution. This
simplifies the design of heuristics and enables the
search to effectively combine the guiding powers of
different heuristic functions. We support these claims
with experimental analysis on several domains ranging
from inherently continuous domains such as full-body
manipulation and navigation to inherently discrete
domains such as the sliding tile puzzle.

I. I NTRODUCTION
A* search [10] has been used abundantly for lowdimensional path planning in robotics since 1980s. Within
the last decade, it has also been shown that suboptimal
versions of A* such as Weighted A* (WA*) [24] and its
anytime variants [19, 31], can also be used quite effectively for
high-dimensional planning problems in robotics ranging from
motion planning for ground vehicles [20] and flight planning
for aerial vehicles [21] to planning for manipulation [7] and
footstep planning for humanoids [12] and quadrupeds [32].
All of these planners achieve faster speeds than A* search by
inflating the heuristic values with an inflation factor (w > 1)
to give the search a depth-first flavor. As such though, they
rely heavily on the guiding power of the heuristic function. In
fact, WA*’s performance can degrade severely in the presence
of heuristic depression regions, i.e., regions in the search space
where the correlation between the heuristic values and the
actual cost of the path to goal is weak [11, 30]. WA* can
easily get trapped in these regions as its depth-first greediness
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Fig. 1: A full-body (11D: x,y,orientation for the base + spine + 7D arm) manipulation
planning (with PR2) example depicting the utility of multiple heuristics. Figure 1a shows
two heuristic paths that corresponds to greedily following two different heuristics, blue
(solid) curve for an admissible heuristic and red (dotted) curve for an inadmissible
heuristic. The admissible heuristic guides the search to a depression region where the
search gets stuck (Figure 1b). In contrast, the inadmissible heuristic guides the search
along a feasible path and therefore allows the planner to find a valid plan fast (Figure 1c).

is guided by the heuristic values, and may require expanding
most of the states belonging to a depression zone before
exiting. Designing a powerful heuristic function that is also
valid, namely admissible and consistent, is therefore difficult
for complex planning problems.
In contrast, for many domains, one can easily compute
different inadmissible heuristics, each of which can provide
complementary guiding power. For example, in Figure 1 we
include a full-body manipulation scenario where the admissible heuristic function (path shown by the blue solid curve,
Figure 1a) guides the search to a local minimum as the
robot cannot reach the object from the left side of the table
(Figure 1b). However, we can obtain multiple inadmissible
heuristics by computing the navigation (x, y) distance to
different points around the object to be grasped. In the example
(Figure 1a), we show one such additional heuristic function
that guides the search through a different route (shown by the
red dotted curve to the right side of the table). Using this
heuristic, the search does find a pose that allows the robot to
grasp the object, i.e., it computes a valid plan (Figure 1c).
When used in isolation, these additional heuristics provide
little value, because they can neither guarantee completeness
(because they can be arbitrarily inadmissible), nor guarantee
fast planning times (because each may have its own depression
region). We show in this paper that a search can consider
multiple such heuristics to explore different parts of the
search space while using a consistent heuristic to ensure
completeness. This may result in faster convergence, if any
of these heuristics (or their combination) can effectively guide
the search around the depression regions.
We present an algorithmic framework, called MultiHeuristic A* (MHA*), which works by running multiple
searches with different inadmissible heuristics in a manner that
preserves completeness and guarantees on the suboptimality
bounds. We propose two variants of MHA*: Independent

Multi-Heuristic A* (IMHA*) which uses independent g and
h values for each search, and Shared Multi-Heuristic A*
(SMHA*) which uses different h values but a single g value
for all the searches. We show that with this shared approach,
SMHA* can guarantee the suboptimality bounds with at most
two expansions per state. In addition, SMHA* is potentially
more powerful than IMHA* in avoiding depressions as it can
use a combination of partial paths found by different searches
to reach the goal. We discuss the theoretical properties of
MHA* algorithms stating their completeness, suboptimality
bounds and complexities (in terms of state expansions). We
present experimental results for the following robotics domains: 12D mobile manipulation for PR2 (full-body) and
3D (x, y, orientation) navigation. These experiments demonstrate the efficacy of MHA*, especially for cases where the
commonly used heuristics do not lead the search well. We
also include experimental results for large sliding tile puzzle
problems, highlighting the benefits of the proposed framework
outside robotics.
II. R ELATED W ORK
The utility of having multiple heuristics is noted in many
search applications including motion planning [20], searching
with pattern database heuristics [9, 17], AND/OR graphs [6]
etc. For example, in Likhachev and Ferguson [20] the maximum of two admissible heuristics (one mechanism-relative and
another environment-relative) was used, as it could guide the
planner better when compared to the individual heuristics. The
key difference between these approaches and ours is that while
these utilize multiple heuristics, the information is combined
to create a single best (often consistent) heuristic to guide the
search, whereas MHA* uses multiple heuristics independently
to explore different regions of the search space. Also, as we
derive the bounds using a consistent heuristic, the additional
heuristics can be arbitrarily inadmissible.
The idea of deriving the bounds based on a consistent
heuristic and using inadmissible estimates/constraints to guide
the search has also been used in several other search algorithms
[2, 5, 23, 27, 28]. For example, Explicit Estimation Search [27]
uses an inadmissible distance function to guide the search, but
derives the bounds using an admissible heuristic. While MHA*
follows a similar approach to derive the bounds, the concept of
simultaneous searching with different heuristics sets it apart.
In Röger and Helmert [25], an empirical examination was
performed on how to exploit multiple heuristics for satisficing
planning. Among the different benchmarked approaches, the
alternation method was shown to be the best. This approach
uses multiple heuristics independently (in contrast to combining them as sum, max etc) to explore the search space in a
greedy best-first manner [22] while sharing the g values. In
Isto [13], a robotics path planning algorithm was proposed that
utilizes multiple heuristics and attempts to share the resource
among individual searches. The basic philosophy of these
algorithms is close to the MHA* approach, however, they do
not provide any guarantees on completeness/suboptimality. In
contrast, MHA* guarantees a) completeness, b) suboptimality

and c) bounded expansions by using a consistent heuristic
search to anchor the explorations.
Valenzano et al. [29] proposed simultaneous searching
with different parameters (such as operator orders, heuristic
weights), as an alternative to fine tune the parameters. This
method was shown to be effective for several problems especially when resources are available for parallel exploration.
However, this framework also relies on a single heuristic
to guide the search (albeit with different parameters) and
therefore can suffer similarly in presence of large depression
regions.
A completely different approach to path planning is adopted
by the sampling based planners [15, 16, 18]. The fundamental
difference between the sampling and heuristic search based
planners is that the sampling based algorithms primarily
target continuous spaces whereas the search algorithms are
for planning in discrete spaces, independent of whether these
came as the result of discretizing the state-space or from an
inherently discrete system. Moreover, heuristic search based
planning methods often provide better cost minimization and
more consistent behavior compared to the sampling based
planners, but at the expense of higher planning times and need
for a well-designed heuristic function. Our work targets the
last issue as we try to alleviate the dependency on having a
single well-designed heuristic function by supporting multiple
heuristic functions that can be arbitrarily inadmissible.
III. M ULTI -H EURISTIC A*
In this section, we describe two multi-heuristic search
algorithms and discuss their properties.
Notations and Assumptions : In the following, S denotes
the finite set of states of the domain. c(s, s0 ) denotes the cost
of the edge between s and s0 , if there is no such edge, then
c(s, s0 ) = ∞. Succ(s) := {s0 ∈ S|c(s, s0 ) 6= ∞}, denotes
the set of all successors of s. c∗ (s, s0 ) denotes the cost of the
optimal path from state s to s0 . g ∗ (s) denotes the optimal path
cost from sstart to s. g(s) denotes the current best path cost
from sstart to s, and bp(s) denotes a backpointer which points
to the best predecessor of s (if computed).
We assume that we have n heuristics denoted by hi for
i = 1..n. These heuristics do not need to be consistent, in fact,
they can be arbitrarily inadmissible. We also require access to a
consistent (and thus admissible) heuristic (denoted by h0 ), i.e.,
h0 should satisfy, h0 (sgoal ) = 0 and h0 (s) ≤ h0 (s0 )+c(s, s0 ),
∀s, s0 such that s0 ∈ Succ(s) and s 6= sgoal . MHA* uses
separate priority queues for each search (n+1 queues), denoted
by OP ENi , for i = 0..n. Throughout the rest of the paper,
we will use the term anchor search to refer to the search that
uses h0 . Other searches will be referred to as inadmissible
searches.
A. Independent Multi-Heuristic A* (IMHA*)
The algorithm IMHA* is presented in Figure 2. In IMHA*,
different heuristics are explored independently by simultaneously running n + 1 searches each using its own priority
queue. Therefore, in addition to the different h values, each

1 procedure key(s, i)
2 return gi (s) + w1 ∗ hi (s);
3 procedure Expand(s, i)
4 Remove s from OP ENi ;
5 for each s0 in Succ(s)
6 if s0 was never visited in the ith search
7
gi (s0 ) = ∞; bpi (s0 ) = null;
8 if gi (s0 ) > gi (s) + c(s, s0 )
9
gi (s0 ) = gi (s) + c(s, s0 ); bpi (s0 ) = s;
10 if s0 has not been expanded in the ith search
11
insert/update (s0 ) in OP ENi with key(s0 , i);
12 procedure IMHA*()
13 for i = 0 to n
14 gi (sgoal ) = ∞; bpi (sstart ) = bpi (sgoal ) = null;
15 gi (sstart ) = 0; OP ENi = ∅;
16 insert sstart into OP ENi with key(sstart , i) as priority;
17 while OP EN0 not empty
18 for i = 1 to n
19
if OP ENi .M inkey() ≤ w2 ∗ OP EN0 .M inkey()
20
if gi (sgoal ) ≤ OP ENi .M inkey()
21
terminate and return path pointed by bpi (sgoal );
22
s = OP ENi .T op();
23
Expand(s, i);
24
else
25
if g0 (sgoal ) ≤ OP EN0 .M inkey()
26
terminate and return path pointed by bp0 (sgoal );
27
s = OP EN0 .T op();
28
Expand(s, 0);

Fig. 2: Independent Multi-Heuristic A* (IMHA*)
state uses a different g (and bp) value for each search. We
use g0 to denote the g for the anchor search, and gi for the
other searches. The suboptimality bound is controlled using
two variables, namely, w1 (≥ 1.0) which is used to inflate the
heuristic values for each of the searches, and w2 (≥ 1.0) which
is used as a factor to prioritize the inadmissible searches over
the anchor search. IMHA* runs the inadmissible searches in a
round robin manner in a way that guarantees solution quality
within the suboptimality bound of w1 ∗ w2 .
IMHA* starts with initializing search variables (lines 1416) for all the searches. It then performs best-first expansions
in a round robin fashion from queues OP ENi i = 1..n, as
long as OP ENi .M inkey() ≤ w2 ∗ OP EN0 .M inkey() (line
19). If the check is violated for a given search, it is suspended
and a state from OP EN0 is expanded in its place. This in
turn can increase OP EN0 .M inkey() and thus re-activate the
suspended search. Expansion of a state is done in a similar
way as done in A*. Each state is expanded at most once for
each search (line 10) following the fact that WA* does not
need to reexpand states to guarantee the suboptimality bound
[19]. IMHA* terminates successfully, if any of the searches
have OP ENi .M inkey() value greater than or equal to the g
value of sgoal (in that search), otherwise it terminates with no
solution when OP EN0 is empty.
1) IMHA* Properties: In [3], we present detailed proofs for
a number of properties of IMHA*. Here we briefly discuss
the most important of those theorems. First, we note that
the anchor search in IMHA* is a single shot WA* (without
reexpansions) with a consistent heuristic function h0 . Thus, all
the results of such a WA* are equally applicable in case of the
anchor search in IMHA*. Next, we present two key theorems
for the anchor search which shall later be used to derive the
properties of IMHA*.
Theorem 1. At line 18, for any state s with key(s, 0) ≤
key(u, 0)∀u ∈ OP EN0 , it holds that g0 (s) ≤ w1 ∗ g ∗ (s).
Proof: We borrow this Theorem from the results de-

scribed in [19], which states that the g value (g0 here) for
any state to be expanded in WA* (anchor search here) is at
most w1 -suboptimal.
Theorem 2. At line 18, for any state s with key(s, 0) ≤
key(u, 0)∀u ∈ OP EN0 , it holds that key(s, 0) ≤ w1 ∗
g ∗ (sgoal ).
Proof: We prove this by contradiction. Let us assume,
key(s, 0) = g0 (s) + w1 ∗ h0 (s) > w1 ∗ g ∗ (sgoal ).
Let us consider a least cost path from sstart to sgoal given
as P = Π(s0 = sstart , ..., sk = sgoal ). From this path, we
pick the first state si that has not yet been expanded by the
anchor search, but is part of OP EN0 (si ∈ OP EN0 ). Note
that we will always find such a state si ∈ OP EN0 because a)
s0 = sstart is put in OP EN0 at the initialization (line 16), b)
whenever any state sj ∈ P is expanded in the anchor search
sj+1 ∈ P is always inserted in OP EN0 , and c) sk = sgoal
is never expanded in the anchor search, otherwise, whenever
sgoal has the least key in OP EN0 the search terminates
(line 25).
Now, let us examine g0 (si ). If i = 0, we have g0 (si ) =
g0 (sstart ) = 0 ≤ w1 ∗ g ∗ (si ) (as, g ∗ (sstart ) = g0 (sstart ) =
0). If i 6= 0, by the choice of si we know that si−1 has
already been expanded in the anchor search. When si−1 was
chosen for expansion, we had g0 (si−1 ) ≤ w1 ∗ g ∗ (si−1 ) from
Theorem 1. Now, as si is a successor of si−1 , we have
g0 (si )

≤ g0 (si−1 ) + c(si−1 , si ) (line 9, Figure 2)
≤ w1 ∗ g ∗ (si−1 ) + c(si−1 , si )
≤ w1 ∗ (g ∗ (si−1 ) + c(si−1 , si ))
As si−1 , si ∈ optimal path,
= w1 ∗ g ∗ (si )

(1)

Thus, we have g0 (si ) ≤ w1 ∗ g ∗ (si ). Using this we obtain,
key(si , 0)

= g0 (si ) + w1 ∗ h0 (si )
≤ w1 ∗ g ∗ (si ) + w1 ∗ h0 (si )
≤ w1 ∗ g ∗ (si ) + w1 ∗ c∗ (si , sgoal )
h0 is consistent, thus admissible
= w1 ∗ g ∗ (sgoal )

(2)

Now, as si ∈ OP EN0 and key(si , 0) ≤ w1 ∗ g ∗ (sgoal ) <
key(s, 0), we have a contradiction to our assumption that
key(s, 0) ≤ key(u, 0), ∀u ∈ OP EN0 .
Next, we present three theorems summarizing the main
properties of IMHA*.
Theorem 3. When IMHA* exits (in the ith search),
gi (sgoal ) ≤ w1 ∗ w2 ∗ g ∗ (sgoal ), i.e., the solution cost obtained
is bounded by w1 ∗ w2 suboptimality factor.
Proof: IMHA* can terminate successfully in lines 25
(anchor search) or 20 (inadmissible search), or it can terminate
without a solution in line 17.
If the anchor search terminates at line 25, i.e.,
key(sgoal , 0) ≤ key(u, 0), ∀u ∈ OP EN0 , from Theorem 1
we have,
g0 (sgoal ) ≤ w1 ∗ g ∗ (sgoal )
≤ w1 ∗ w2 ∗ g ∗ (sgoal )
As w2 ≥ 1.0

(3)

If an inadmissible search (say ith ) terminates in line 20, then
from lines 19 and 20, we have,
gi (sgoal ) ≤ w2 ∗ OP EN0 .M inkey()
≤ w2 ∗ w1 ∗ g ∗ (sgoal )
From Theorem 2

(4)

Therefore, in both the above mentioned cases, we have the
solution cost to be within w1 ∗w2 factor of the optimal solution
cost. On the other hand, if the search terminates unsuccessfully
at line 17 (while condition is not satisfied), from Theorem 2
we know OP EN0 .M inkey() ≤ w1 ∗ g ∗ (sgoal ). OP EN0 = ∅
denotes OP EN0 .M inkey() = ∞ =⇒ g ∗ (sgoal ) ≥ ∞, i.e.,
there is no finite cost solution.
Theorem 4. No state is expanded more than n+1 times during
the execution of the IMHA*.
Proof: In IMHA*, a state s can only be expanded when it
is selected as the top state of OP ENi in either line 22 or 27.
In both the cases the very next call is to the function Expand,
which removes this selected state from OP ENi (line 4). Now,
a state (other than sstart ) can only be inserted in OP ENi in
line 11. If a state s has already been expanded in the ith search,
the check at line 10 will ensure that s is not inserted again in
OP ENi , and therefore cannot be expanded in the ith search
any more. In other words, a state s can only be expanded at
most once in every search, and the total number of searches
is n + 1 (anchor search and n inadmissible searches).
Theorem 5. In IMHA*, a state s is never expanded in the ith
inadmissible search if key(s, i) > w1 ∗ w2 ∗ g ∗ (sgoal ).
Proof: This theorem can be proved using Theorem 2,
which states that OP EN0 .M inkey() ≤ w1 ∗ g ∗ (sgoal ). If a
state s is selected for expansion in the ith inadmissible search
at line 22, it has key(s, i) ≤ OP ENi .M inkey() (from the
priority queue properties). Now, from the check at line 19,
we obtain OP ENi .M inkey() ≤ w2 ∗ OP EN0 .M inkey(),
otherwise the ith search will be suspended and the control
will not reach line 22. Therefore, if a state s is expanded in
the ith search, we have
key(s, i) ≤ OP ENi .M inkey()
≤ w2 ∗ OP EN0 .M inkey()
≤ w2 ∗ w1 ∗ g ∗ (sgoal )

(5)

Theorem 3 guarantees the suboptimality bounds for IMHA*
while Theorems 4 and 5 provide the bounds on state expansions by IMHA*. The efficiency of IMHA* stems from the
fact that it terminates as soon as any one of the n heuristics
leads the search to a solution within the suboptimality bound,
i.e., the total state expansions ≈ n × minimum of the
state expansions among all the searches. Thus, if any of the
inadmissible searches converges faster than the anchor search
by a factor better than n, IMHA* can outperform WA*.
B. Shared Multi-Heuristic A* (SMHA*)
The primary difference between SMHA* and IMHA* is that
in SMHA*, the current path for a given state is shared among

1 procedure key(s, i)
2 return g(s) + w1 ∗ hi (s);
3 procedure Expand(s)
4 Remove s from OP ENi ∀i = 0..n;
5 for each s0 in Succ(s)
6 if s0 was never visited
7
g(s0 ) = ∞; bp(s0 ) = null;
8 if g(s0 ) > g(s) + c(s, s0 )
9
g(s0 ) = g(s) + c(s, s0 ); bp(s0 ) = s;
10
if s0 has not been expanded in the anchor search
11
insert/update (s0 ) in OP EN0 with key(s0 , 0);
12
if s0 has not been expanded in any inadmissible search
13
for i = 1 to n
14
if key(s0 , i) ≤ w2 ∗ key(s0 , 0)
15
insert/update (s0 ) in OP ENi with key(s0 , i);
16 procedure SMHA*()
17 g(sgoal ) = ∞; bp(sstart ) = bp(sgoal ) = null;
18 g(sstart ) = 0;
19 for i = 0 to n
20 OP ENi = ∅;
21 insert sstart into OP ENi with key(sstart , i) as priority;
22 while OP EN0 not empty
23 for i = 1 to n
24
if OP ENi .M inkey() ≤ w2 ∗ OP EN0 .M inkey()
25
if g(sgoal ) ≤ OP ENi .M inkey()
26
terminate and return path pointed by bp(sgoal );
27
s = OP ENi .T op();
28
Expand(s);
29
else
30
if g(sgoal ) ≤ OP EN0 .M inkey()
31
terminate and return path pointed by bp(sgoal );
32
s = OP EN0 .T op();
33
Expand(s);

Fig. 3: Shared Multi-Heuristic A* (SMHA*)
all the searches, i.e., if a better path to a state is discovered
by any of the searches, the information is updated in all the
priority queues. As the paths are shared, SMHA* uses a single
g (and bp) value for each state, unlike IMHA* in which every
search maintains its own g value. Furthermore, path sharing
allows SMHA* to expand each state at most twice in contrast
to IMHA* which may expand a state up to n + 1 times (once
in each search). We include the pseudocode for SMHA* in
Figure 3.
The key function and initialization part in SMHA* is same
as in IMHA* other than the fact that SMHA* uses a single
g (and bp) variable. After the initialization, SMHA* runs the
inadmissible searches in a round robin manner as long as the
check in line 24 is satisfied. If the check is violated for a given
search, it is suspended and a state is expanded from OP EN0 .
The key difference between SMHA* and IMHA* lies in
the state expansion method (Expand routine). In SMHA*,
when a state s is expanded, its children (s0 ∈ Succ(s)) are
simultaneously updated in all the priority queues, if s0 has not
yet been expanded (lines 13-15). If s0 has been expanded in
any of the inadmissible searches but not in the anchor search
(check at line 10), it is inserted only in OP EN0 . A state s0 that
has been expanded in the anchor search is never reexpanded
and thus, never put back to any of the priority queues. The only
exception to this simultaneous update (for a state s0 not yet
expanded) is the optimization at line 14 which ensures that s0
is not put into OP ENi if key(s0 , i) > w2 ∗key(s0 , 0), because
such a state will never be expanded from OP ENi anyway
(check at line 24). The Expand routine also removes s from
all OP ENi (line 4) making sure that it is never reexpanded
again in any inadmissible search and not reexpanded in the
anchor search if its g is not lowered. If g(sgoal ) becomes
the minimum key in any of the searches, SMHA* terminates
with a solution within w1 ∗ w2 bound, otherwise no finite cost

solution exists.
1) SMHA* Properties: While discussing the analytical
properties for SMHA*, we should note that unlike IMHA*,
the anchor search in SMHA* is not a direct replica of a single
shot WA* with a consistent heuristic function. Thus, we cannot
directly use the results for WA* (Theorem 1 and 2) to derive
SMHA* properties. However, the next two theorems show
that although the anchor search here is different, it essentially
follows the same lower bound properties proved for IMHA*.

(a) Original Map

(b) Heuristic 1

(c) Heuristic 2

(d) WA*(10.0)

(e) IMHA*(10.0)

(f) SMHA*(10.0)

Theorem 6. At line 23, for any state s with key(s, 0) ≤
key(u, 0)∀u ∈ OP EN0 , it holds that g(s) ≤ w1 ∗ g ∗ (s).
Theorem 7. At line 23, for any state s with key(s, 0) ≤
key(u, 0)∀u ∈ OP EN0 , it holds that key(s, 0) ≤ w1 ∗
g ∗ (sgoal ).
The complete proofs for these theorems are included in
[3]. At an intuitive level, we can see that the lower bound
results will be equivalent for IMHA* and SMHA* anchor
searches, as at a given point the OP EN0 in SMHA* can be
seen as a superset of OP EN0 in IMHA* (or WA* without
reexpansions). This is due to the fact that whenever a state s is
expanded in any of the searches of SMHA* its children are put
into OP EN0 , thus it includes states from different searches.
On the other hand, although s is deleted from OP EN0 at this
point (line 4), it can be re-inserted later if a better path to it
is discovered (lowered g value), as long as it is not expanded
in the anchor search. Now, as both Theorems 6 and 7 relate
to the minimum key values in OP EN0 and minimum of a
superset is always less than or equal to the minimum of a
subset, these results are valid for the anchor search in SMHA*.
Next, we present three theorems characterizing the properties
of SMHA*.
Theorem 8. When SMHA* exits, g(sgoal ) ≤ w1 ∗ w2 ∗
g ∗ (sgoal ), i.e., the solution cost is bounded by w1 ∗ w2
suboptimality factor.
Proof: This theorem can be proved in a manner similar
to the proof for Theorem 3 using Theorems 6 and 7.
Theorem 9. During the execution of SMHA*, a) no state is
expanded more than twice, b) a state expanded in the anchor
search is never reexpanded, and c) a state expanded in an
inadmissible search can only be reexpanded in the anchor
search if its g value is lowered.
Proof: In SMHA*, a state s can only be expanded when
it is selected as the top state of OP ENi in either line 27 or 32.
If s is selected for expansion in line 27, the very next call is
to the function Expand (line 28), which removes this selected
state from OP ENi , ∀i = 0..n (line 4). Now, a state (other than
sstart ) can only be inserted in OP ENi (i 6= 0) in line 15. If a
state s has already been expanded in any of the inadmissible
searches, the check at line 12 will ensure that s is not inserted
again in OP ENi (i 6= 0).Therefore, a state can only be
expanded once in the inadmissible searches. Now, when a state
s is expanded in the anchor search, similar to the earlier case,
here also, s is removed from all OP ENi (line 4). Thus, s

Fig. 4:

A 3D planning example with nested depression zones. The original map is
shown in 4a. We compute two additional heuristics by blocking one narrow passage in
the map as shown in 4b and 4c (using the PH procedure described in Section IV-B). As
each inadmissible heuristic leads the search to a separate depression zone, IMHA* can
not avoid any of them. However, SMHA* (4f) efficiently avoids both depression regions
by using the first heuristic to go around zone A and the second heuristic to go around
zone B and thus performs much better than WA* (4d) and IMHA* (4e).

can only be expanded again either in inadmissible searches or
in anchor search, if it is re-inserted in any of the OP ENi ,
which can only be done in lines 11 or 15. However, as s has
been expanded in the anchor search, the check at line 10 will
never be true, thus the control will never reach lines 11 or 15,
i.e., s will never be reexpanded. Therefore, statement b) is
true. Also, as s can be expanded at most once in the anchor
search and at most once in the inadmissible searches, s cannot
be expanded more than twice, proving statement a). Finally, a
state s that has been expanded in an inadmissible search, can
only be expanded in the anchor search later if it is re-inserted
in OP EN0 . A state can only be inserted in OP EN0 (any
OP ENi , for that matter) if the check at line 8 is true, i.e., if
its g value is less than its earlier g value. Thus, a state s whose
g has not been lowered after its expansion in any inadmissible
search will never satisfy the condition at line 8 and will not
be re-inserted in OP EN0 and thus, can never be expanded in
the anchor search. Therefore, statement c) is true.
Theorem 10. In SMHA*, a state s is never expanded in the
ith inadmissible search if key(s, i) > w1 ∗ w2 ∗ g ∗ (sgoal ).
Proof: The proof is similar to Theorem 5, utilizing the
fact that OP EN0 .M inkey() ≤ w1 ∗ g ∗ (sgoal ) (Theorem 7).
Theorem 8 shows that SMHA* guarantees the same suboptimality bounds as IMHA* while Theorem 9 highlights the
difference in complexity between these two approaches. In
IMHA*, a state can be reexpanded at most n + 1 times as
each search is performed independently, whereas in SMHA*
the same bounds are attained with at most 1 reexpansion
per state. A more important distinction between SMHA* and
IMHA* arises from the fact that as SMHA* shares the best
path information among all the searches, it can potentially
use a combination of partial paths to exit from depression
regions, which is not possible in IMHA*. Therefore, if there
are nested depression regions in the state space that none of
the inadmissible heuristics can avoid independently, SMHA*

can outperform IMHA*. In Figure 4, we illustrate this phenomenon with an example of a search space with nested
depression zones. On the other hand, IMHA* has the following
advantages over SMHA*, a) expansion of states in IMHA*
is cheaper than SMHA* as SMHA* may require n + 1
insertion/update/removal steps, b) in SMHA* all the searches
store a copy of each of the generated states, thus the memory
overhead is more1 , and c) as IMHA* does not share paths, it
is more amenable to parallelization.
IV. E XPERIMENTAL R ESULTS
We evaluated the performance of the MHA* algorithms
for the following domains: 12D mobile manipulation planning for the PR2 robot, 3D (x, y, orientation) navigation,
and sliding tile puzzles. We primarily benchmarked MHA*s
against WA* without reexpansions (as in ARA* [19]). We
also compared with the sampling based planning algorithms
(PRM [16], RRT-Connect [14], and RRT* [15]), multiple
heuristic greedy best first search (MHGBFS) [25], multiple
parameter WA* (MPWA*) [29] and Explicit Estimation Search
(EES) [27] when applicable. For MHGBFS, we used the same
heuristics as used for SMHA*. For MPWA*, we used the
admissible heuristic with 5 different weights (0.2 × w to
1.0 × w, with 0.2 gap; where w ≥ 10.0). For EES, we used
an inadmissible distance measure, one inadmissible heuristic
function (from the set used for MHA*s) and the admissible
heuristic. We ran WA*, MPWA* and MHGBFS without state
reexpansions as reexpansions can degrade the planning time.
WA* and MPWA* can satisfy the quality bounds without
reexpansions, while MHGBFS does not guarantee any bounds.
We performed all the experiments on an Intel i7 − 3770
(3.40GHz) PC with 16GB RAM. As MHA*s use two
suboptimality bounds (w1 and w2 ) in comparison to
√ one w
used by WA*/MPWA*/EES, we set w2 = min(2.0, w) and
w1 = w/w2 , for all our experiments (and the examples), so
that the solutions are guaranteed to be within w-suboptimality
bound.
A. Mobile Manipulation Planning for the PR2 (12D)
The PR2 mobile manipulation robot is a dual-arm robot
(7 degrees of freedom each) with an omni-directional base
and a prismatic spine. In our experiments, we used a state
space representation similar to Cohen et al. [8]. We represented
a robot state with 12 degrees of freedom: a 6 DOF object
pose, 2 redundant arm joints, 2D Cartesian coordinates for the
base, an orientation of the base, and the prismatic spine height.
The planner was provided the initial configuration of the robot
as the start state. The goal state contained only the 6 DOF
position of the object, which made it inherently under-specified
because it provided no constraints on the position of the robot
base or the redundant joint angles. The actions used to generate
successors for states were a set of motion primitives, which
are small, kinematically feasible motion sequences that move
the object in 3D Cartesian space, rotate the redundant joint,
1 It may be noted that this memory overhead can be eliminated by using a
single open list and making the update/insertion/removal more informed.

(a)

Fig. 5:

(b)

Example of kitchen environments used for mobile manipulation planning.

or move the base in a typical lattice-type manner [20]. The
prismatic spine was also allowed to adjust its height in small
increments.
We computed the admissible heuristic by taking the maximum value between the end-effector heuristic and the base
heuristic described next. The end-effector heuristic was obtained by a 3D Dijkstra search initialized with the (x,y,z)
coordinates of the goal and with all workspace obstacles
inflated by their inner radius. The base heuristic was obtained
using a 2D Dijkstra search for the robot base where the goal
region is defined by a circular region centered around the
(x,y) location of the 6 DOF goal. The purpose of this circular
region is to maintain an admissible heuristic despite having an
incomplete search goal. As the set of possible goal states must
have the robot base within arm’s reach of the goal, we ensure
that the heuristic always underestimates the actual cost to goal
by setting the radius of the circular region to be slightly larger
than the maximum reach of the robot arm.
SR
SE
RT
SC

WA* MHGBFS MPWA* EES IMHA* SMHA*
31%
76%
36% 27% 70%
81%
1.08
0.78
3.84
1.54 1.58
1.0
0.99
0.91
2.82
1.54 1.41
1.0
0.95
1.57
0.97
0.93 1.09
1.0

TABLE I:

Comparison between WA*, MHGBFS, MPWA*, EES and MHA*s for
PR2 manipulation planning in kitchen environments. The first row (SR) shows the
percentage of total problem instances solved by each planner. The other rows include
the results as a ratio between the algorithm marked in the column heading and the
corresponding SMHA* numbers, when both of them solved an instance. Legend: SR Success Rate, SE - state expansion ratio, RT - runtime ratio, SC - solution cost ratio.

For IMHA*, we computed 2 additional heuristics in the
following way. We randomly selected 2 points (with valid IK
solutions for the arm to reach the goal) from the base circle
around the goal and ran 2D Dijkstra searches starting from
these 2 points to compute the inadmissible base distances.
We also computed an inadmissible orientation distance by
obtaining the Euclidean distance between the current base
orientation (at a given point) and the desired orientation,
which was to make the robot face the end-effector goal.
These inadmissible distances (base and orientation) were then
added to the end-effector to compute the final heuristic values.
Note that this informative heuristic is clearly inadmissible,
but can still be used in the MHA* framework. For SMHA*,
we augment this set by using the base (2D Dijkstra + orientation) and the end-effector heuristics (3D Dijkstra) as two
additional heuristics, since SMHA* can share the paths among
the inadmissible searches, and hence, can potentially benefit
from not combining the two heuristics into a single one.
The test environment for this experiment was a kitchen-like

environment with randomly generated obstacles. In Figure 5a
(top view) and 5b (with robot and goal position), we include
an example of the test scenario with two large tables and a
few narrow passageways. For each trial of the experiment,
we randomly generated a full robot configuration anywhere
in the kitchen for the start state, while generating a valid
goal state that lies above the tabletops containing clutter. We
generated 15 such environments by randomly changing the
object positions and for each such environment we used 10
different start and goal configurations.
In Table I, we include the results comparing WA*, EES,
MPWA*, MHGBFS with the MHA*s. We used w = 50 for
all the algorithms. Each planner was given a maximum of
60 seconds to compute a plan. The results clearly show that
MHA*s (especially SMHA*) and MHGBFS perform much
better than WA*/MPWA*/EES, highlighting the efficacy of using multiple heuristics over a single heuristic function, which
often suffers from local minima due to robots orientation,
presence of obstacles, etc. MPWA* performs slightly better
than WA* indicating that the size of a local minimum can
depend on the weights used, however it still gets stuck in
most of the cases since it uses the same heuristic (albeit
with different weights) for each search. EES performs poorly
when the inadmissible distance function has a large depression.
Also, the inadmissible and admissible searches in EES do
not use weighted heuristics and thus, often get trapped in
some cost plateau. MHA*s (and MHGBFS) are less prone to
suffer from heuristic depression regions as they can converge
in time if any of the heuristics can lead the search to the
goal. SMHA* and MHGBFS perform better than IMHA*, as
they can use partial paths. For example, they can combine a
path obtained in the base heuristic search with the end-effector
heuristic search. MHGBFS performs comparably to SMHA*
in terms of number of instances solved and slightly better
in terms of convergence time. However, the solution costs
obtained for MHGBFS are significantly worse than SMHA*
(and IMHA*), as noted in Solution Cost ratio in Table I. This
highlights the utility of the anchor search, which ensures better
quality solution by intelligently controlling the inadmissible
expansions.
SR
RT
BD
ED

PRM RRT-Connect RRT*(First) RRT*(Final) IMHA* SMHA*
74%
98%
100%
100%
70%
81%
2.07
0.18
5.39
8.48
1.41
1.00
1.93
1.88
1.36
1.34
1.02
1.00
1.87
1.68
1.27
1.24
0.99
1.00

results in terms of base and end-effector distances covered
by the robots (after post processing). All the results are
presented as a ratio over the corresponding SMHA* numbers
(for episodes where both were successful). The results show
that SMHA* performs reasonably well when compared to the
sampling based planners, runtime-wise it is better than both
PRM and RRT* but worse than RRT-Connect. In terms of
solution quality, MHA*s are noticeably better than all the
sampling based planners. However, both RRT-Connect and
RRT* can solve more number of instances, mainly due to
the facts that a) they are not bound by discretization choices
and b) they do not use any heuristic function that may lead to
local minima.
B. 3D Path Planning (Navigation)
While high dimensional problems like full-body planning
for the PR2 are a true testbed for assessing the real life
applicability of MHA*s, finding close-to-optimal solutions in
such spaces is infeasible. Therefore, in order to get a better
idea of MHA*s’ behavior for close-to-optimal bounds, we
ran experiments in an easier 3D (x, y, orientation) navigation
domain. The search objective here is to plan smooth paths that
satisfy the constraints on the minimum turning radius. We used
two kinds of maps (1000 × 1000 dimensions): i) indoor maps,
that are composed of randomly placed narrow hallways and
large rooms with polygonal obstacles, and ii) outdoor maps,
that have large open spaces with random regular obstacles.We
computed the consistent heuristics (h0 ) by running a 16connected 2D Dijkstra search by inflating the objects using
the robot’s (PR2 base) in-radius. For generating the additional
heuristics, we used two strategies, i) dual heuristics: where
we generated an extra heuristic by performing another 2D
Dijkstra search by inflating the obstacles using the robot’s outradius, and ii) progressive heuristics: where the 2D Dijkstra
path obtained for h0 is investigated for possible bottlenecks,
if the path has narrow passages, those are blocked and a
new heuristic is computed. We used two progressive schemes,
PH where the above mentioned procedure is iterated until a
relatively wide 2D path is discovered and PG where the PH
heuristic set is augmented with an extra heuristic computed
by using a tunnel around the last 2D path.

w
10.0
5.0
3.0
2.0
1.5

TABLE II:

Comparison between MHA*s and sampling based planners for PR2
manipulation in kitchen environments. All the results are presented as a ratio between
the algorithm marked in the column heading and the corresponding SMHA* numbers. For
sampling based planners, the distances are obtained after post processing. Since RRT* is
an anytime algorithm, we include the results for the first solution reported (RRT*-First)
and the solution obtained at the end of 60 secs (RRT*-Final). Legend: SR - Success
Rate, RT - runtime ratio, BD - base distance ratio, ED - end effector distance ratio.

In Table II, we include the results comparing MHA*s with
3 sampling based algorithms, namely PRM, RRT-Connect
and RRT*, in terms of runtime and solution quality. For the
sampling based algorithms we used the standard OMPL [26]
implementation. Since the sampling-based planners do not
directly report the planning costs, in this table we include the

Indoor Environments
IMHA* SMHA*
RT SC RT SC
0.25 0.88 0.28 0.87
0.27 0.97 0.27 1.00
0.32 1.00 0.34 1.00
0.39 1.01 0.36 0.97
1.18 1.01 0.84 0.92

Outdoor Environments
IMHA*
SMHA*
RT SC RT SC
1.22 0.78 1.14 0.76
1.05 0.87 1.03 0.86
0.97 0.87 0.71 0.87
0.59 0.89 0.40 0.90
0.68 0.91 0.39 0.92

TABLE III:

Comparison between WA* and MHA*s with dual heuristics for indoor
and outdoor maps. All the results are shown as a ratio between the algorithm marked in
the column heading and the corresponding WA* numbers. Legend: RT - runtime ratio,
SC - solution cost ratio.

In Tables III and IV, we include the results comparing
MHA*s with WA* for dual heuristics and progressive heuristics, respectively. For indoor maps, the PH scheme generated
additional heuristics for 44 maps (out of 100), for outdoor
maps, it generated additional heuristics for 8 maps only.

w
10.0
5.0
3.0
2.0
1.5

IMHA*
PH
RT SC
0.16 0.81
0.18 0.79
0.19 0.93
0.82 0.88
1.15 0.92

Indoor Environments
SMHA* IMHA* SMHA*
PH
PG
PG
RT SC RT SC RT SC
0.13 0.87 0.14 0.73 0.05 0.73
0.13 0.88 0.15 0.64 0.07 0.64
0.21 0.88 0.24 0.93 0.12 0.81
0.40 0.87 0.83 0.91 0.19 0.89
0.79 0.83 1.13 0.91 0.52 0.89

Outdoor Environments
IMHA* SMHA* IMHA* SMHA*
PH
PH
PG
PG
RT SC RT SC RT SC RT SC
1.46 0.83 1.38 0.75 1.38 0.79 1.38 0.55
1.50 0.81 1.22 0.73 1.17 0.85 1.06 0.59
1.07 0.92 1.04 0.80 1.21 0.93 0.82 0.81
1.06 0.97 0.96 0.80 1.09 0.91 0.74 0.88
1.20 0.97 0.89 0.94 1.16 0.96 0.87 0.94

TABLE IV: Comparison between WA* and MHA*s with PH and PG heuristics.
Runtime numbers include both planning and heuristic generation times. Legend: RT runtime ratio, SC - solution cost ratio.
The results show that for indoor maps, MHA*s generally
outperform WA* by a significant margin, whereas for outdoor
maps, all the algorithms perform similarly (MHA*s are a trifle
worse). This is because, in indoor maps, the presence of large
rooms and narrow corridors frequently creates big depression regions. MHA*s can utilize the additional inadmissible
heuristics to quickly get away from such depression zones, but
WA* cannot. In contrast, the outdoor maps are generally more
benign and large depression regions are rare, thus, WA* is very
efficient. However, even for outdoor environments, MHA*s
(especially SMHA*) perform better in case of low bounds.
The performance gap is more pronounced with the PH and
PG schemes as the number of heuristics increases.
IS
RT
SC

MHGBFS MPWA* IMHA* SMHA*
37
35
52
52
2.39
3.38
1.35
1.00
7.27
1.26
1.22
1.00

Size Bound WA* IMHA* SMHA* WA*(R) WA* IMHA* SMHA* WA*(R)
50
46
49
50
49
47
49
50
50
20
49
47
50
43
49
49
50
46
10
45
37
50
32
46
45
50
32
48
5
37
19
49
38
39
50
2
12
4
9
12
6
10
50
25
35
40
26
29
38
44
33
20
34
26
39
18
35
37
41
31
63
10
32
21
39
17
35
29
40
18
5
19
8
31
24
19
37
2
3
4
4
7
4
9
50
17
24
31
15
22
26
33
23
20
22
17
27
13
22
27
37
16
10
19
19
29
12
21
25
30
18
80
5
17
11
22
20
14
28
2
7
1
4
7
1
9
-

TABLE VI:

Number of sliding tile puzzle instances solved by WA*, IMHA* and
SMHA* for different suboptimality bounds with time limit 1 minute (columns 3, 4 and
5) and 3 minutes (columns 7, 8 and 9). WA*(R) columns (6 and 10) show the results
obtained by WA* using the same randomized heuristic as used for MHA*.

SMHA*, can outperform WA*. The performance gap is more
pronounced for larger sized problems and higher w values.
We also include the results for WA* with the same heuristic
function hr = r1 ∗ M D + r2 ∗ LC + r3 ∗ M T (referred
to as WA*(R)). As hr ≤ 10 ∗ h0 , we computed the results
for suboptimality bounds ≥ 10 only. From Table VI, we see
that the WA*(R) results are actually worse, indicating that
MHA*s’ improved performance is due to their multi-heuristic
exploration.
Size
IS
48 RT
SC
IS
63 RT
SC
IS
80 RT
SC

TABLE V: Comparison between MHGBFS, MPWA*, IMHA* and SMHA* for 3D
path planning (As a ratio over SMHA* results). All the planners were given maximum
5 secs to plan. Legend: IS - number of instances solved (out of 52), RT - runtime ratio,
SC - solution cost ratio.
Table V includes the results comparing MHA*s (PG) with
the MHGBFS and MPWA* on the combined set of 52 hard
instances (44 indoor + 8 outdoor), for which the PH scheme
generated extra heuristics. For MHA*s and MPWA*, we used
w = 10.0. Each algorithm was given a maximum of 5 seconds
to compute a plan. Comparison between MPWA* and MHA*s
show a similar trend as seen for the 12D planner. MHGBFS
performance degrades considerably for this domain as its
greedy approach at times drives the search deeper into a local
minimum. Unlike 12D planning, cost plateaus are rare here
and thus, the greedy approach hurts more often than it helps.
C. Sliding Tile Puzzle
For sliding tile puzzles, we used the Manhattan distance
(M D) plus linear conflicts (LC) [1] as the consistent heuristic
(h0 ). For MHA*s, we generated 4 additional heuristics by
computing the number of misplaced tiles (M T ), and adding
M D, LC and M T with random weights between 1.0 and 5.0,
i.e., we used hi = r1 ∗ M D + r2 ∗ LC + r3 ∗ M T , where r1 ,
r2 , r3 are random numbers ≥ 1.0 and ≤ 5.0. Clearly, these
heuristics are somewhat random and therefore, easy to design.
We tested the algorithms on 50 random instances (all solvable)
of 48, 63 and 80 puzzles.
In Table VI, we include the results in terms of the number
of problems solved by all the algorithms under two time
limits, 1 minute and 3 minutes. The results show that even
with such arbitrarily computed heuristics, MHA*s, especially

MHGBFS MPWA* IMHA* SMHA*
50
44
38
50
0.63
2.57
2.63
1.00
3.59
1.02
0.96
1.00
29
27
26
39
1.06
1.46
1.13
1.00
4.98
0.97
0.94
1.00
21
16
17
27
0.85
1.17
0.91
1.00
3.92
0.94
0.99
1.00

TABLE VII:

Comparison between MHGBFS, MPWA*, IMHA* and SMHA* for
sliding tile puzzle. The maximum runtime allowed was 1 minute. Legend: IS - number of
instances solved (out of 50), RT - runtime ratio, SC - solution cost ratio (over SMHA*).

In Table VII, we present the results obtained by comparing
MHA*s to MHGBFS and MPWA*. MHA*s and MPWA*
were run with w = 20.0. All the algorithms were given a
time limit of 1 minute. From the results, we observe that for
this domain, SMHA* consistently outperforms both MHGBFS/MPWA*. For each size, SMHA* solved more number of
instances than both MPWA*/MHGBFS. Although MHGBFS
had a better planning time in two scenarios, its solution quality
was markedly worse, as one would expect from the greedy
approach.
V. C ONCLUSIONS AND F UTURE W ORK
We presented a heuristic search framework that uses multiple inadmissible heuristics to simultaneously explore the
search space, while preserving guarantees of completeness
and suboptimality bounds using a consistent heuristic. Experimental results obtained on various domains demonstrate
the efficacy of the proposed framework, especially for search
spaces with large depression regions. While the initial results
with MHA*s are encouraging, we believe that there is scope
for major improvements/extensions. Possible future extensions
include anytime version of MHA*, dynamic recomputation of
heuristics, and parallel MHA*.
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Gabriele Röger and Malte Helmert. The More, the
Merrier: Combining Heuristic Estimators for Satisficing
Planning. In Brafman et al. [4], pages 246–249.
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